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Lecture 25
9.7 Diffusion Maps [13]
We now incorporate some additional features into our embeddings. Namely,
multiscale data organizations, and the addition of data statistics and how
they influence (or not) the embedded geometry.
Recall that the asymmetric graph Laplacian is defined as
L=I
and that

1
L f ( xi ) ⇡ ( I
e

where
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Notice we have switched out t for e, to emphasize the smallness of the
value. In particular, these operators only encode very local geometry, as
we discussed previously, at the scale of e. In order to consider larger
scales, the main object of our study will be the matrix
P=D

1

A

which corresponds to a random walk on the graph G. The operator P
encodes similar geometric information as L. Indeed, if yk is an eigenvector of L with eigenvalue gk , then it is an also an eigenvector of P with
eigenvalue lk = 1 gk :
Pyk =

D

1

Ayk = yk
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Ayk
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= Lyk yk
= gk yk + yk
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which implies that
l k = gk

1 ) lk = 1
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The advantage to using the matrix P is that while it will encode the
same local information as L, we can take powers of P to encode information at larger scales. Recall that we view P as a random walk on G. This
means that Pij is the probability of walking from vertex xi to vertex x j
in one step. Similarly, the power ( Pt )ij is the probability of walking from
xi to x j in t steps. As we shall see later, we will be able to use this random walk as an approximation for heat diffusion over the manifold M.
For now though, let’s consider a toy data set and see how this encodes
multiscale information about the data set.
Consider the data set of three clusters depicted in Figure 29(a). A
natural organization of this data set at a local scale is to partition it into
these three clusters. Our spectral graph theory techniques using the graph
Laplacian should be able to do this, or equivalently the random walk
matrix P. Suppose (unrealistically) that the n data points are ordered so
that the first n/3 are in the upper right cluster, the next n/3 are in the
lower right cluster, and the last n/3 are in the left cluster. Then the matrix
P will is given Figure 29(b). The structure of the matrix clearly depicts the
three clusters.
Note that the data points depicted in Figure 29(a) are colored by the
row of P in the top third of the matrix that corresponds to a point in the
upper right cluster in the center of that cluster. Suppose that this is the
first data point in the data set, x1 . Then the data points are colored by P1,j
for j = 1, . . . , n. Remember that this row vector encodes the probability of
walking from x1 to each of the other points x j in the data set. We see that
there is a large probability of walking to each of the points in the same
cluster, a smaller probability of walking to each of the points in the lower
right cluster (which is close by), and a very small probability of walking
to any of the points in the left cluster (which is farther away). Notice that
all of the rows of P corresponding to this first cluster look more or less
like this.
Now let us run the random walk forward and see how these probabilities update. If we compute P8 , we get the matrix depicted in Figure 29(d),
and the colors of the data points are updated as in Figure 29(c). We see
that the two right clusters, which are closer together, have been merged in
the matrix P8 , and that correspondingly the probability vector P1,j is now
nearly constant across both of the right two clusters. In other words, at
this meso-scale, we have two clusters: the left, and the right (two).
Now run the walk forward even further to P128 . The matrix is given
129
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(a) Three clusters

(b) Random walk matrix P

(c) Three clusters

(d) Random walk matrix P8

(e) Three clusters

(f) Random walk matrix P128

Figure 29: Multiscale organization of three cluster data set
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in Figure 29(f) and the colored clusters in Figure 29(e). At this point, the
random walk has merged all three clusters into one, and the probabilities
of transition in the row vector P1,j are relatively flat. In fact, all rows of
P are exactly the same. The row vector that they have all converged to is
called the stationary distribution of P.
Let us make some of these ideas precise. Let M ⇢ R N be a d-dimensional
manifold and let Xn = { x1 , . . . , xn } ⇢ M be n points sampled from M.
Let k : M ⇥ M ! R be a kernel with nonnegative values, i.e., k( x, x 0 ) 0
for all x, x 0 2 M. Let K denote the n ⇥ n Gram matrix of k:
Kij = k( xi , x j ).
From our discussion of Laplacian eigenmaps, we know a natural choice
for k is:
0 2
k( x, x 0 ) = k e ( x, x 0 ) = e kx x k /e .
Notice this was also a good choice for a kernel earlier in the course, when
we were discussing supervised kernel methods!
As before we are going to think of the Gram matrix K as defining a
weighted graph G = (Xn , E, w) with weights
w(i, j) = Kij .
In the notation above and used in spectral graph theory, we have A = K,
but we keep the notation K to emphasize that this is the Gram matrix
of some kernel function k defined on the underlying manifold. Define
degree, d( xi ), of the point xi as
d ( xi ) = de ( xi ) =

n

Â k e ( x i , x j ).

j =1

Like before, the degree matrix D is diagonal matrix whose entry Dii is
given by d( xi ):
⇢
d ( xi ) i = j
Dij =
0
i 6= j
We normalize the Gram matrix K with the degree matrix D to obtain the
random walk matrix P:
P = D 1 K.
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The entries of P are given by:
Pij = p( xi , x j ) =

k ( xi , x j )
.
d ( xi )

The random walk after t steps is given by Pt , with entries denoted by:
p(t) ( xi , x j ) = ( Pt )ij .
Notice, for example, that p(2) ( xi , x j ) is equal to:
p

(2)

( xi , x j ) =

n

Â p ( x i , x ` ) p ( x ` , x j ).

(71)

`=1

In other words, p(2) ( xi , x j ) sums the probabilities of all individual length
two paths from xi to x j . The probabilities p(t) ( xi , x j ) similarly sum the
probabilities of all individual length t paths from xi to x j . Equation (71) is
an example of a more general property called the semi-group property:
p

(s+t)

( xi , x j ) =

n

Â p ( s ) ( x i , x ` ) p ( t ) ( x ` , x j ).

`=1

Even though the matrix P is not symmetric, it has n eigenvalues and
eigenvectors. This follows from its relationship with the various graph
Laplacians defined earlier, or can be more directly showed by considering
the symmetric kernel
K = D 1/2 KD 1/2
which has entries
K ij = k( xi , x j ) = q

k ( xi , x j )
d ( xi ) d ( x j )

If the kernel k is positive semi-definite, then k is positive semi-definite.
If the graph G is also connected (which we shall assume going forward),
then one can show that the eigenvalues lk of P satisfy
1 = l1 > l2

l3

···

ln

0.

Recall from before that the Gaussian kernel is positive semi-definite. It
is easy to see (using what we did before with the graph Laplacian, or
directly) that y1 ⌘ 1 is constant.
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Let v : Xn ! R be a function on Xn , or equivalently a vector in R n .
When the matrix P acts on v from the left, it is a diffusion (or averaging) operator. This can be seen by expanding v in the eigenvector basis
generated by P. Let these eigenvectors be denoted as y1 , . . . , yn , and set
v=

n

Â ai yi .

i =1

Since y1 ⌘ 1, the coefficient a1 corresponds to the average component of
v. Note that applying Pt to v yields:
n

P v = a1 y1 + Â lit ai yi .
t

i =2

In other words, since li < 1 for all i
2, Pt v preserves the average
component while dampening the other oscillatory components encoded
by y2 , . . . , yn . As t ! •, all that is left is the average component of v.
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eigenvalue for nonnull complex sample covariance matrices. The Annals of Probability, 33(5):1643–1697, 2005.
[7] Debashis Paul. Asymptotics of sample eigenstructure for a large dimensional spiked covariance model. Statistica Sinica, pages 1617–
1642, 2007.
[8] Trevor Hastie, Robert Tibshirani, and Jerome Friedman. The Elements
of Statistical Learning. Springer-Verlag New York, 2nd edition, 2009.
[9] Athanasios Tsanas and Angeliki Xifara. Accurate quantitative estimation of energy performance of residential buildings using statistical
machine learning tools. Energy and Buildings, 49:560–567, 2012.
[10] Daniel A. Spielman. Spectral graph theory. Yale Course Notes, Fall,
2009.
[11] Jianzhong Wang. Geometric Structure of High-Dimensional Data and
Dimensionality Reduction. Springer, 2012.

142

Spring 2017

CMSE 820: Math. Foundations of Data Sci.

[12] Mikhail Belkin and Partha Niyogi. Laplacian eigenmaps for dimensionality reduction and data representation. Neural Computation,
15(6):1373–1396, 2003.
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