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Lecture 26
We can also consider the adjoint of P, which is given by PT (the transpose
of P). This matrix is a Markov operator, which means it takes probability
distributions to other probability distributions. The function / vector v is
a probability distribution if

v(xi) � 0 and
n

Â
i=1

v(xi) = 1.

It follows by the construction of P that PTv is also a probability distribu-
tion.

The stationary distribution p of P is defined as the probability distri-
bution that is preserved under PT:

PT
p = p

It is thus an eigenvector of PT with eigenvalue 1. Using the construction
of P, one can show that

p(xi) =
d(xi)

Ân
j=1 d(xj)

.

Since the eigenvalues of P and PT are the same, it follows that the station-
ary distribution is unique.

As we saw in the toy example of the three clusters, taking many pow-
ers Pt for large t converges the rows of P to the same vector. This vector
is the stationary distribution, and so we have:

lim
t!•

p(t)(xi, xj) = p(xj).

The stationary distribution can also be used to “reverse” the Markov
chain, meaning:

p(xi)p(xi, xj) = p(xj)p(xj, xi)

We now define a new multiscale distance metric that encapsulates the
multiscale principles of the three cluster toy example. This distance is
called the diffusion distance, and we define it as:

Dt(xi, xj) =

 

n

Ầ
=1

h

p(t)(xi, x`)� p(t)(xj, x`)
i2 1

p(x`)

!1/2
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Figure 30: Stylized picture showing the overlap of the distributions of two
random walks started from two different points.

The diffusion distance takes each point xi 2 Xn ⇢ M, and maps it to the
representation given by the ith row of the matrix Pt:

xi 7!
⇣

p(t)(xi, x`)
⌘n

`=1
.

Notice this is not unlike the RKHS mapping from when we discussed su-
pervised learning and kernels! The distance here in the feature space is
given by the Euclidean distance, weighted by 1/p, the inverse of the sta-
tionary distribution. Since p(x`) = d(x`) (modulo a normalization factor),
this has the effect of normalizing the graph so that it approximately has
equal degree. This is important if the data is non-uniformly sampled from
the manifold (which we will come back to).

There are a couple of ways to interpret the diffusion distance further.
The first is the following. Recall that p(t)(xi, x`) is the probability of walk-
ing from xi to x` in t-steps. So the diffusion distance between xi and xj
starts two random walkers: one at xi and one at xj. It lets these random
walkers run for t steps, and measures the overlap of the distributions (this
is the sum over all x`) of the two walkers to define a distance between xi
and xj. Figure 30 gives a stylized picture illustrating this.

Using the reversibility of the random walk and the semi-group prop-
erty, we can also interpret the random walk as integrating over all paths
of length 2t from xi to xj. Indeed, we have (calculation left to you):

Dt(xi, xj) =
1

p(xi)
p(2t)(xi, xi) +

1
p(xj)

p(2t)(xj, xj) · · ·

· · ·� 1
p(xi)

p(2t)(xi, xj)� 1
p(xj)

p(2t)(xj, xi)
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Figure 31: Illustration of the possible random walk paths in a data set.

This is in contrast with the geodesic distance, which measures the length
only of the shortest path. As a consequence, this distance is very robust
to noise perturbations of the data, unlike the geodesic distance. Figure 31
gives an illustration of some of these random walk paths.

Recall that 1 = l1 > l2 � l3 � · · · � ln � 0 are the eigenvalues of
P with eigenvectors yk, where y1 ⌘ 1. The following theorem shows that
the diffusion distance can be computed simply in terms of these:

Theorem 12 ([13]). The diffusion distance can be computed as:

Dt(xi, xj) =

 

n

Ầ
=2

l

2t
` (y`(xi)� y`(xj))

2

!1/2

Theorem 12 motivates the definition of the diffusion map Yt : Xn !
Rn�1:

Yt(xi) =
�

l

t
`y`(xi)

�n
`=2

Theorem 12 shows that the diffusion distance on Xn can be computed as
the Euclidean distance under the diffusion map:

Dt(xi, xj) = kYt(xi)� Yt(xj)k
Thus weighted versions of the spectral embeddings we have seen before
can be interpreted as diffusion distances! Notice that for t > 0, the map
can be truncated since l` < 1, and hence l

t
` will be small depending on `

and t; see Figure 32. The diffusion distance and corresponding diffusion
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Figure 32: Sorted eigenvalues of Pt

map can be used to cluster the data at different scales t; for small scales
t it preserves the local manifold geometry of the data, if the data Xn =
{x1, . . . , xn} is uniformly sampled from M.

Now we consider the case when the data is not uniformly sampled
from M. To this end, let q : M ! R be a probability distribution on M,
from which we sample Xn. In other words 0  q(x)  1 for all x 2 M
and

Z

M
q = 1

Up till now we have been assuming that q ⌘ 1/Vol(M), which gives
the uniform distribution, but now we relax this assumption. In data pro-
cessing tasks, the data can have both geometry given by M, and also
nontrivial sampling statistics given by q. We aim to couple or separate
these two aspects of the data systematically.

Going forward, denote the random walk P by P
e,n to indicate that the

initial weights are given by

k(xi, xj) = e�kxi�xjk2/e

and we have n data points {x1, . . . , xn}. We showed previously (in the
Laplacian eigenmaps section) that

L f (xi) = lim
e!0
n!•

✓

I � P
e,n

e

◆

f (xi)
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Figure 33: From left to right: original curves, the densities of points, the
embeddings via the graph Laplacian (that does not take into account the
non-uniform sampling) and the embeddings via the LaplaceBeltrami ap-
proximation (that does take into account the non-uniform sampling). In
the latter case, the curve is embedded as a perfect circle and the arclength
parametrization is recovered.

if the density q is uniform. However, it is shown in [13] that in general,
one has:

lim
e!0
n!•

✓

I � P
e,n

e

◆

f (xi) =
L( f q)(xi)

q(xi)
� Lq(xi)

q(xi)
f (xi)

where L( f q)(xi) denotes the Laplace-Beltrami operator applied to the
function h(x) = f (x)q(x), evaluated at xi. Notice that when q is constant
(i.e., the uniform distribution), the second term vanishes since the deriva-
tive of a constant is zero, and the first term reduces to L f (xi). However,
when q is not uniform, it has a non-trivial effect on our operator I � P

e,n,
and we no longer recover the Laplace-Beltrami operator! Figure 33 illus-
trates this point.

Let us now describe how to take into account the density q. We de-
scribe the algorithm and then state the theorem, without proof. As before
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compute
(K

e

)ij = k
e

(xi, xj) = e�kxi�xjk2/e

Now set:
q

e,n(xi) =
n

Â
j=1

k
e

(xi, xj)

This was d before, but we call it now q
e,n to emphasize that it is a kernel

density estimate of the actual density q. We now construct a new kernel:

(K(a)
e,n )ij = k(a)

e,n(xi, xj) =
k

e

(xi, xj)

q
e,n(xi)aq

e,n(xj)a

where a 2 [0, 1] is a parameter that we can set. As we shall see, the effect
of a = 1 is to cancel the effect of the non-uniform sampling density q.
Continuing, define:

d(a)
e,n(xi) =

n

Â
j=1

k(a)
e,n(xi, xj)

and normalize our new kernel so that we get a random walk:

(P(a)
e,n )ij = p(a)

e,n(xi, xj) =
k(a)

e,n(xi, xj)

d(a)
e,n(xi)

We then have the following theorem:

Theorem 13 ([13]). For a 2 [0, 1],

lim
e!0
n!•

 

I � P(a)
e,n

e

!

f (xi) =
L( f q1�a)(xi)

q(xi)1�a

� L(q1�a)(xi)
q(xi)1�a

f (xi)

When a = 0 we get the result we state previously. Notice, though, that
when a = 1 we get:

lim
e!0
n!•

 

I � P(1)
e,n

e

!

f (xi) = L f (xi)

Thus we have cancelled the effect of the density! As a corollary, one can
also show:

lim
e!0
n!•

(P(1)
e,n )

t = etD,
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in other words the operator P(1)
e,n approximates the heat kernel on M, and

hence our (normalized) random walkers are a good approximation for
heat diffusion on M.

Values of a 2 (0, 1) balance the influence of statistics and geometry
in our diffusion maps embedding. For a = 0 the density has maximal
influence; for a = 1 the effect of the density is completely removed. The
case a = 1/2 is also particularly interesting, as it can be shown that in
this case the resulting operator can be used for the analysis of stochastic
dynamical systems governed by the Langevin equation.
Exercise 38 (optional). Prove Theorem 12.
Exercise 39 (optional). Implement the diffusion maps algorithm described
at the end of this lecture, with the parameter a 2 [0, 1].
Exercise 40 (optional). Download the data set closed curve.mat, which
consists of data sampled from S1 according to a non-uniform Gaussian
mixture model distribution; see Figure 34. The data is stored in the vari-
able X. Using your diffusion maps code, embed the data into R2 using the
first two non-trivial eigenvectors, y2 and y3. Use a Gaussian kernel

k(x, x0) = e�kx�x0k2/e

with e = 4p/2048. For a = 0 you should get a triangle, reflecting the
non-uniform sampling density. For a = 1 you should get back something
close to a circle.
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Figure 34: Data set (top) and sampling distribution (bottom)
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[13] Ronald R. Coifman and Stéphane Lafon. Diffusion maps. Applied and
Computational Harmonic Analysis, 21:5–30, 2006.

143


	Course introduction
	Supervised learning
	Unsupervised learning

	Introduction to (linear) kernels and supervised learning
	Dot product kernel
	Simple binary classification algorithm

	Introduction to (linear) dimensionality reduction
	Principal component analysis
	PCA is the best d-dimensional affine fit:
	PCA preserveres the most variance:
	Computing the principal components V:
	How do we pick the dimension d?

	PCA in high dimensions
	Brief review of the Law of Large Numbers
	Marchenko-Pastur distribution
	Spike models


	Primer on Hilbert Spaces
	Review of vector spaces, norms, inner products
	Hilbert spaces

	Kernels
	Introduction
	Positive semidefinite kernels
	The reproducing kernel map
	Making the image of  a vector space
	Defining an inner product
	Starting with a map  into an inner product space

	Reproducing kernel Hilbert spaces
	Mercer's Theorem

	Risk and loss functions
	Loss functions
	Examples of loss functions for binary classification
	Examples of loss functions for regression

	Test error and empirical risk

	Regularization
	The regularization risk functional
	The Representer Theorem
	Kernel ridge regression
	Bias Variance Tradeoff

	Spectral Graph Theory and Clustering
	Introduction
	Graphs
	Matrices on graphs
	Eigenvectors and spectral embeddings

	k-Means clustering
	The graph Laplacian
	Review of some basics of graph theory
	Weighted graphs and the graph Laplacian
	Connectivity
	The graph Laplacian of some fundamental graphs

	Weighted path graphs
	Fiedler's Nodal Domain Theorem
	The second Laplacian eigenvalue
	Cheeger's Inequality
	Conductance
	The normalized graph Laplacian

	Cheeger's Inequality (continued)

	Manifold learning
	The Laplacian and the heat equation
	Smooth manifolds
	Riemannian manifolds
	The Laplace-Beltrami operator
	Integration on Riemannian manifolds
	Laplacian Eigenmaps
	Optimal manifold embeddings
	Optimal graph embeddings
	Relating graph embeddings and manifold embeddings

	Diffusion Maps coifman:diffusionMaps2006


