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Two dimensional Gabor wavelets are directional wavelets generated from
a single complex valued mother wavelet. The mother wavelet is defined as:

 (x) = g�(x)e
i⇠·x

where ⇠ = (⇠1, ⇠2) 2 R2 is the central frequency of  and g(x) is a Gaussian,
which we take as

g�(x) =
1

2⇡�2
e�|x|2/2�2

The mother Gabor wavelet oscillates along the angle arccos(⇠1/|⇠|), and
thus in the more general language of directional wavelets it has angle ↵ =
arccos(⇠1/|⇠|)� ⇡/2. The Fourier transform of  is

b (!) = e��2
|!�⇠|2/2

For appropriate choices of � 2 R and ⇠ 2 R2 the wavelet has nearly zero aver-
age and is almost analytic. The generators of a Gabor wavelet semi-discrete
frame are obtained from dilations and rotations of the mother wavelet:

 j,✓(x) = 2�2j (2�jR�1
✓ x), j 2 Z, ✓ 2 ⇥

where R✓ is the two dimensional rotation matrix by the angle ✓,

R✓ =

✓
cos ✓ � sin ✓
sin ✓ cos ✓

◆

A simple computation shows that

 j,✓(x) = g2j�(x)e
i2�jR✓⇠·x

Thus  j,✓ changes the essential support of  from a ball of radius � to a ball
of radius 2j�, the direction of oscillation is rotated by ✓ radians, and the
magnitude of the frequency of this oscillation is now 2�j

|⇠|. In frequency we
have:

b j,✓(!) = b (2jR�1
✓ !) = e�(2j�)2|!�2�jR✓⇠|2/2

Thus the essential support of b j,✓(!) is a ball of radius (2j�)�1 centered
at 2�jR✓⇠. These frequency supports will cover the upper half plane for
appropriate choices of K (the number of angles ✓) and ⇠; reflections will then
cover the lower half plane, and so (67) will be satisfied. Figure 34 illustrates
this frequency covering.
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Figure 34: Frequency supports of the two dimensional oriented Gabor
wavelets. Scales 2j are indicated with di↵erent colors. The central green
ball corresponds to the frequency support of a two dimensional scaling func-
tion.

As in one dimension, Gabor wavelets can be amended to have precisely
zero average:

 (x) = g�(x)(e
i⇠·x

� C), C chosen so that

Z

R2

 (x) dx = 0

which gives a directional Morlet wavelet. Figure 35 plots the Morlet wavelet
at di↵erent scales and orientations.

A dyadic Gabor/Morlet wavelet transform computes:

Wf = {f ⇤  j,✓(u) : j 2 Z, ✓ 2 ⇥, u 2 R2
}

Figure 36 shows the result of computing the dyadic Gabor wavelet transform
of an image consisting of one texture embedded in another texture. The
middle texture is relatively smooth along vertical lines, but has significant
variations in the horizontal direction. It results that a Gabor wavelet trans-
form with two directional angles ↵(⇠, ✓) = 0 and ↵(⇠, ✓) = ⇡/2 will have large
magnitude responses for ↵ = ⇡/2, and negligible response for ↵ = 0. The
outside texture, on the other hand, has the most variation along the angle
↵ = ⇡/4. The Gabor wavelet coe�cients along the directions ↵ = 0, ⇡/2
should be negligible for this texture, and indeed they are.

Figure 37 computes the Morlet wavelet transform of a noisy image of a
disc, using the Morlet wavelets from Figure 35. It clearly shows the trans-
forms ability to detect edges at di↵erent scales in di↵erent orientations. Fig-
ure 38 computes the Morlet wavelet transform of a black and white image
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(a) Real part

(b) Imaginary part

Figure 35: Real and imaginary parts of the Morlet wavelet at dif-
ferent scales and orientations. Images copyright Eric Yuan’s Blog
(http://eric-yuan.me/morlet-wavelet/)

Figure 36: Top: Image of one texture embedded in another texture. Bottom:
The Gabor wavelet transform Wf = {f ⇤ j,✓}j,✓ for j = �4,�5 and ↵(⇠, ✓) =
0, ⇡/2.
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of a butterfly, where again the directional edge detection properties of the
transform are exhibited.

Exercise 77. Read Section 5.5.1 of A Wavelet Tour of Signal Processing.

Exercise 78. Read Section 5.5.2 of A Wavelet Tour of Signal Processing.

6.5 Multiscale Edge Detection

Section 6.3 of A Wavelet Tour of Signal Processing.

6.5.1 Wavelet Maxima for Images

Section 6.3.1 of A Wavelet Tour of Signal Processing.

Taken directly from [1]: Image edges are often important for pattern recog-
nition. This is clearly illustrated by our visual ability to recognize an object
from a drawing that gives a rough outline of contours. But, what is an edge?
It could be defined as points where the image intensity has sharp transitions.
A closer look shows that this definition is often not satisfactory. Image tex-
tures do have sharp intensity variations that are often not considered as edges.
When looking at a brick wall, we may decide that the edges are the contours
of the wall whereas the bricks define a texture. Alternatively, we may include
the contours of each brick in the set of edges and consider the irregular sur-
face of each brick as a texture. The discrimination of edges versus textures
depends on the scale of analysis.

Figure 39 displays an image of bricks form the Brodatz image database.
Let f : R2

! R be a two dimensional signal, such as an image. A Canny
edge detection algorithm detects points of sharp variation in f by calculating
the norm of the gradient vector of f . Recall the gradient of f is:

rf(x) =

✓
@f

@x1
(x),

@f

@x2
(x)

◆

Let ~n = (cos �, sin �) be a unit vector in R2. The directional derivative of f
in the direction ~n is defined as:

@f

@~n
(x) = rf(x) · ~n =

@f

@x1
(x) cos � +

@f

@x2
(x) sin �
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(a) Noisy disc

(b) Real part

(c) Imaginary part

Figure 37: (a) Noisy image of a disc. (b)/(c) Real and imaginary parts of the
Morlet wavelet transform applied to the noisy disc image. Images copyright
Eric Yuan’s Blog (http://eric-yuan.me/morlet-wavelet/)
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(a) Butterfly

(b) Real part

(c) Imaginary part

Figure 38: (a) Black and white image of a butterfly. (b)/(c) Real
and imaginary parts of the Morlet wavelet transform applied to a black
and white image of a butterfly. Images copyright Eric Yuan’s Blog
(http://eric-yuan.me/morlet-wavelet/)
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Figure 39: Bricks

The absolute value of @f/@~n is maximum if ~n is colinear to rf . Since
@f/@~n(x) will be maximum in the direction of most change around x, this
shows that the gradient rf(x) points in the direction of the most rapid
increase around the point x 2 R2; see Figure 40 for an illustration. The
magnitude of the variation at x (or edge strength) is given by the norm of
the gradient:

|rf(x)| =

s✓
@f

@x1
(x)

◆2

+

✓
@f

@x2
(x)

◆2

Additionally the direction of the gradient is given by:

Af(x) =

8
<

:
tan�1

⇣
@f/@x2(x)
@f/@x1(x)

⌘
@f
@x1

(x) � 0

⇡ + tan�1
⇣
@f/@x2(x)
@f/@x1(x)

⌘
@f
@x1

(x) < 0
(68)

A point y 2 R2 is defined as an edge if |rf(x)| is locally maximum at x = y.
Figure 41 shows the performance of the Canny edge detector (a refined version
of it) on a color image.

Figure 40: Illustration of the gradient vector for simple images.

A multiscale version of the Canny edge detector is implemented by smooth-
ing the image with a convolution kernel ✓(x) that is dilated at di↵erent scales.
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Figure 41: The result of the Canny edge detector applied to the image on the
left. Taken from https://en.wikipedia.org/wiki/Canny edge detector

This is computed with two wavelets that are partial derivatives of ✓:

 1 = �
@✓

@x1
,  2 = �

@✓

@x2

These wavelets are dilated at the scales 2j for j 2 Z:

 j,k(x) = 2�j k(2
�jx)

and the dyadic wavelet transform computes:

Wf = {f ⇤  ̄j,k(u) : j 2 Z, k = 1, 2, u 2 R2
},  ̄j,k(x) =  j,k(�x)

We write Wf(u, j) as

Wf(u, j) =

✓
f ⇤  ̄j,1(u)
f ⇤  ̄j,2(u)

◆

and we think of it as Wf(u, j) 2 R2. The wavelets  j,1 measure variations
in the horizontal direction at the scale 2j, while the wavelets  j,2 measure
variations in the vertical direction at the scale 2j.

Denote
✓j(x) = 2�j✓(2�jx), ✓̄j(x) = ✓j(�x)

The dyadic wavelets can be written as:

 ̄j,k = 2j
@✓̄j
@xk

It follows that

f ⇤  ̄j,k(u) = 2j
@

@uk
(f ⇤ ✓̄j)(u)
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and so

Wf(u, j) =

✓
f ⇤  ̄j,1(u)
f ⇤  ̄j,2(u)

◆
= 2jr(f ⇤ ✓̄j)(u)

Therefore Wf(u, j) is proportional (up to a factor 2j) to the gradient of the
smooth version of f at the scale 2j. The norm of Wf(u, j), defined as:

|Wf(u, j)| =
q

|f ⇤  ̄j,1(u)|2 + |f ⇤  ̄j,2(u)|2

is thus proportional to |r(f ⇤ ✓̄j)(u)| as well. We can also compute the angle
AWf(u, j) of Wf(u, j) using the definition (68).

The unit vector

~nj(u) = (cosAWf(u, j), sinAWf(u, j))

is colinear to r(f ⇤ ✓̄j)(u). An edge point at the scale 2j is a point v 2 R2

such that |Wf(u, j)| is locally maximum at at u = v. These points are two
dimensional wavelet modulus maxima. Individual wavelet modulus maxima
are chained together to form a maxima curve that follows an edge.

Figure 42 computes the Canny dyadic wavelet transform of image of a
disc. The wavelet modulus maxima curves are along the boundary of the disc.
Figure 43 computes the Canny dyadic wavelet transform of the infamous Lena
image. One can observe that some edges disappear when the scale increases.
These edges correspond to fine-scale intensity variations that are removed
by the averaging with ✓̄j when 2j is large. The averaging also modifies the
position of the remaining edges. Figure 43(f) displays the wavelet modulus
maxima above a certain threshold, i.e., |Wf(u, j)| � T . They correspond to
the location of edges where the image has large amplitude variations.

As in 1D the decay of the 2D Canny dyadic wavelet coe�cients depends
upon the local regularity of f . Let 0  ↵  1 denote the Lipschitz regularity.
A function f : R2

! R is Lipschitz ↵ at v 2 R2 if there exists K > 0 such
that for all x 2 R2,

|f(x)� f(v)|  K|x� v|↵

where |x| is the norm of x 2 R2. As in one dimension, the local Lipschitz
regularity of f is related to the asymptotic decay of Wf(u, j). Indeed, this
regularity is controlled by |Wf(u, j)|. Let ⌦ ⇢ R2 be a bounded domain.
One can prove that f is uniformly Lipschitz ↵ inside ⌦ if and only if there
exists A > 0 such that

|Wf(u, j)|  A2j(↵+1), 8 u 2 ⌦
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Figure 42: Top image: The disc. (a) Horizontal wavelet transform: f ⇤ ̄j,1(u)
for �6  j  0. (b) Vertical wavelet transform: f ⇤  ̄j,2(u) for �6  j  0.
(c) Norm of wavelet coe�cients |Wf(u, j)|. (d) Angles AWf(u, j) where
|Wf(u, j)| 6= 0. (e) The wavelet modulus maxima curves.
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(a) Lena

(b) Canny dyadic wavelet transform

Figure 43: Top: Lena image. Bottom: (a) Horizontal wavelet transform: f ⇤

 ̄j,1(u) for �7  j  �3. (b) Vertical wavelet transform: f ⇤  ̄j,2(u) for �7 

j  �3. (c) Norm of wavelet coe�cients |Wf(u, j)|. (d) Angles AWf(u, j).
(e) The wavelet modulus maxima points. (f) The wavelet modulus maxima
points above a threshold.
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Figure 44: (a) Original Lena image. (b) Image reconstructed from the wavelet
modulus maxima displayed in Figure 43(e) plus larger scale wavelet modulus
maxima. (c) Image reconstructed from the thresholded wavelet modulus
maxima in Figure 43(f) plus larger scale wavelet modulus maxima.

Also analogously to the 1D setting, we can synthesize high fidelity ap-
proximations to images using only their wavelet modulus maxima. Similarly
to before, let ⇤ denote the set of wavelet modulus maxima of f using the
Canny dyadic wavelet transform. The synthesized image is computed using
the dual synthesis:

f⇤ =
X

(u,j)2⇤

X

k=1,2

hf, u,j,ki
e u,j,k

Figure 44 illustrates the reconstruction using the Lena image. When using all
of the wavelet modulus maxima, the reconstructed image is visually identical
to the original. Reconstructing from thresholded maxima removes subtle
image structures and textures (as in the hat), but sharp image variations are
preserved.

One can also de-noise images by thresholding wavelet modulus maxima.
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Suppose that we have only a noisy version of f , modeled as

ef(x) = f(x) + "(x), "(x) ⇠ N (0, �2)

where "(x) is sampled independently and identically from the normal distri-
bution; " is referred to as white noise. The wavelet coe�cients of ef are:

W ef = Wf +W"

At the large scales the averaging by ✓̄j kills much of W" since " has zero
average. However, at small scales, the wavelets respond against " and W"
masks Wf . The image can be de-noised by thresholding the wavelet coe�-
cients W ef , which results in a “cartoon” version of the original image if the
variance �2 of the noise is not too large; Figure 45 illustrates the idea.

Exercise 79. Read Section 6.3 of A Wavelet Tour of Signal Processing.

Exercise 80. Let K 2 N and define ~nk = (cos(2⇡k/K), sin(2⇡k/K) 2 R2.

(a) Prove that D = {~nk : 0  k < K} is a tight frame of K vectors in R2

and that for any ! 2 R2, it satisfies

K�1X

k=0

|! · ~nk|
2 =

K|!|2

2

(b) Let

 k =
@✓

@~nk

be the directional derivative of ✓(x) in the direction ~nk. Define dilations
of  k as:

 j,k(x) = 2�2j k(2
�jx), j 2 Z

If ✓(x) is rotationally invariant, then prove that D = { j,k : j 2 Z, 0 

k < K} are the generators of translation invariant semi-discrete frame
if and only if

2A

K


X

j2Z
22j|!|2|b✓(2j!)|2  2B

K

Exercise 81. In this problem you will compute the wavelet transform of two
dimensional textures.
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Figure 45: (a) Noisy peppers image. (b) Restored peppers image from the
thresholding the maxima curves shown in (d). (c) The wavelet modulus max-
ima points of the noisy image for scales �7  j  �5. (d) The thresholded
wavelet modulus maxima.
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(a) Implement a dyadic 2DMorlet wavelet transform. Visualize your wavelets
and their Fourier transforms, and turn these visualizations in.

(b) Download the Brodatz texture database here:

Brodatz

Compute the dyadic Morlet wavelet transform at di↵erent scales and
angles for three textures of your choice. Visualize your results and turn
them in, along with your interpretation of the results.

7 Scattering Transforms

In many data science and machine learning settings, signal processing (and
more general data processing) is one step that is part of some task. Examples
include:

• Handwritten digit classification: The signals are two dimensional f :
R2

! R consisting of handwritten digits, and the goal is to determine,
automatically, which digit f corresponds to. See Figure 46.

• Texture classification: The signals are two dimensional f : R2
! R con-

sisting of texture images, and the goal is to determine, automatically,
which texture class f corresponds to. See Figure 47.

• Image classification: The signals are two dimensional f : R2
! R

consisting of color images, and the goal is to determine, automatically,
which class f corresponds to. See Figure 48.

• Music genre classification: The signal are one dimensional f : R ! R
consisting of songs, and the goal is to determine, automatically, which
musical genre f belongs to.

• Chemical property prediction: The signals are three dimensional f :
R3

! R consisting of molecules, and the goal is to determine, auto-
matically, a certain chemical or physical property of the molecule (for
example its potential energy, or its toxicity).

More generally, the above examples are all types of supervised classifi-
cation or regression tasks. In a supervised learning task one considers pairs
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Figure 46: Handwritten digits from the MNIST database.

Figure 47: Texture images from the Brodatz database.
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Figure 48: Color images across 10 classes from the CIFAR-10 database.
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(f, y) 2 L
2(Rd) ⇥ Y which consists of data points f 2 L

2(Rd) and labels
L(f) = y. Given a training set {(fk, yk)}nk=1 of known data point/label pairs,
the goal is to construct a model eL : L2(Rd) ! Y that can predict to high
accuracy the labels of f 2 L

2(Rd) not in the training set.
For many classification and regression tasks, in order to obtain state of

the art results, it is necessary to take the inputted signal f 2 L
2(Rd) and

transform it via a map �(f) 2 H. A linear classifier or regression over such
a representation learns a model eL which has the form:

eL(f) =
nX

k=1

↵ih�(f),�(fk)i (69)

where the weights ↵ = (↵i)ni=1 are chosen to minimize the error on the training
set, subject to a regularization. For example:

↵ = arg inf
e↵2Rn

nX

k=1

 
yk �

nX

l=1

e↵lh�(fk),�(fl)i)

!2

+ ⌦(e↵)

where ⌦ : Rn
! R is some function that controls the variations of ↵. In

kernel ridge regression, ⌦ is chosen as:

⌦(↵) = �
nX

k,l=1

↵k↵lh�(fk),�(fl)i

where � � 0 is a hyper-parameter that one can use to tune the regularization
(large � significantly limits the variations of ↵, while small � allows for more
variations).

On the surface one might guess that the � used here for these classification
and regression tasks can be similar to the �’s we previously studied (e.g., the
Fourier transform, windowed Fourier transform, and wavelet transform, each
of which defined a particular �). However, for classification and regression
tasks often require one to extract particular pieces of information from f ,
necessary for the task, while discarding other information that is irrelevant.
For example, in the examples above, local or sometimes global translations of
the signal do not a↵ect the class. Indeed, it does not matter if the handwritten
digit is centered in the image, to the right, or to the left, the class remains the
same. Futhermore, local, small rotations do not a↵ect the digit class (see for
example many of the slanted digits in Figure 46). However, global rotations
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do matter, since a nine is just a rotation of a six. So these matters can be
subtle. Along similar lines, small deformations of the digit result in the same
digit - indeed, we all have di↵erent handwriting styles, but we all (generally)
understand what another person is writing. However, large deformations can
change the class, since it is not hard to deform a seven into a one, for example.

The discussion above indicates that the �’s we previously developed may
not be the best answer. Indeed, translation invariance implies that � does
not need to be invertible. Furthermore, the label map L : L2(Rd) ! Y may
be nonlinear, and as such � will need to be nonlinear as well.

164



Spring 2018 Math 994: Comp. Harmonic Analysis

References
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