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2.2

Linking the probabilistic model with the functional model

Let us now link together the probabilistic models described in Section 1.3 and the functional
models described in Section 2. To do so, recall Example 1.3 in which we assumed that given
a day point x, a label y is generated according to
" ⇠ N (0,

y = F (x) + " ,

2

(4)

).

In other words, there is a deterministic function F : X ! R that is the “true” label, but it is
corrupted by a noise " and we observe the corrupted version. That is, given x, the label of x
is sampled from N (F (x), 2 ), which is the normal distribution with mean F (x) and variance
2
. In this case, we have
pY |X (y | x) = p
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2
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since the right hand size is the probability density function for N (F (x), 2 ).
Let us now consider a functional model class F = {f (x | ✓) : ✓ 2 Rn } that contains our
best guesses for F , which we do not know. Let us take our hypothesis space PY |X as:
PY |X = {pY |X (y | x, ✓) : ✓ 2 Rn } ,

pY |X (y | x, ✓) = p

1
e
2⇡

|y f (x;✓)|2 /2

2

.

Using (3) and the discussion thereafter, we have
✓b = arg max
✓2Rn

N
X
i=1

= arg max

log pY |X (yi | xi , ✓)
N log

p

2⇡

2

✓2Rn

= arg min
✓2Rn

1
N

N
X
i=1

|yi

N
1 X
2

i=1

|yi

f (xi ; ✓)|2

!

f (x; ✓i )|2

= arg min L(✓) .
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In other words, the two formulations are equivalent, at least for the model (4). We will come
back to this correspondence again when we discuss regularization.
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Notice that even if the model of Example 1.3 does not hold, minimizing the squared error
over the functional model class is still not a bad idea. Indeed, we see that doing so implicitly
b over the possible labels for x. This
puts a normal probability distribution with mean f (x; ✓)
will allow us to give probabilities of each label, which in turn can allow one to estimate
uncertainty.
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Two methods

We describe two basic methods for machine learning, linear regression and k-nearest neighbors, which will serve as a basis for further discussion. Linear regression is a simple class
of models that are easy to fit with a few training points, but which will not fit labels y(x)
that depend non-linearly on the data x. On the other hand, k-nearest neighbors is a flexible
class of models that can fit many diﬀerent patterns, but which suﬀers from the curse of
dimensionality and thus needs many training points as the dimension of x increases.

3.1

Linear regression

Let us now consider a more concrete scenario, linear regression. In the language of Section
2.1, linear regression models form the class of aﬃne functions over x, i.e., in this section we
consider:
(
)
d
X
d+1
F = f (x; ✓) = ✓(0) +
✓(k)x(k) : ✓ 2 R
.
k=1

Linear regression models are aﬃne over x but are linear over the augmented data point
(1, x) 2 Rd+1 . The extra parameter ✓(0) is often referred to as the bias.
Given a training set T = {(xi , yi )}N
i=1 we seek to find a linear model that best fits the
data by minimizing the squared loss:
L(✓) =

N
1 X
(yi
N i=1

h(1, xi ), ✓i)2

We can solve for the minimum of L(✓) analytically. To do so we use matrix notation. Define
the N ⇥ (d + 1) matrix X and the N ⇥ 1 vector y as:
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We can the rewrite L(✓) as

L(✓) = N

1

X✓)T (y

(y

2

X✓) ,

(a) Data generated from a model
in which y(x) is an aﬃne function of x 2 R. The linear regression model fits the data perfectly.

(b) Data generated from a model
in which y(x) is a 10th order
polynomial of x 2 R. The linear
regression model does not fit the
data perfectly, but the 10th order polynomial regression model
does.

(c) Two dimensional data with
two classes, orange (+1) and
blue (-1). The thick black line
b =
is the level line of f (x; ✓)
b
h(1, x), ✓i = 0. Points above the
level line are classified as orange;
points below the level line are
classified as blue.

Figure 7: Examples of linear regression and classification. Figures (a) and (b) taken from [5]; figure
(c) taken from [6].

where we have considered ✓ 2 Rd+1 as a (d + 1) ⇥ 1 vector. Diﬀerentiating L(✓) and setting
it equal to 0 (the vector of zeros), one obtains:
L0 (✓) = N

1

XT (y

X✓) = 0

=)

XT (y

X✓) = 0 .

Solving for ✓ one obtains, assuming XT X is invertible,
✓b = (XT X) 1 XT y .

(5)

The solution ✓b is the set of optimal weights that fits the training data, regardless of
whether the relationship between x and y(x) is aﬃne. When indeed y(x) is an aﬃne function
of x and XT X is invertible (necessarily then, N p), the model ✓b will not only fit the data
but will be the true underlying model. Figure 7 illustrates both scenarios.
3.1.1

Regularization

Model overfit occurs when we use too complex of a model to fit the training data, and thus
fit spurious patterns from noise or other nuisance factors that reduce the ability of the model
to generalize to new data (e.g. test points).
For example, in Figures 7a and 7b, training data T = {(xi , yi )}N
i=1 is generated from a
th
th
linear model and a 10 order polynomial model. In both cases a 10 order polynomial model
is fit to the data, with success. When X ✓ R an (n 1)st order polynomial function class
3

consists of models
f (x; ✓) =

n 1
X

(6)

✓(k)xk .

k=0

If one again uses the squared loss to evaluate the quality of the model, i.e.,
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L(✓) =
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,

then one can still use (5) to solve for ✓b = arg min✓2Rn L(✓) by redefining X as
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This is a particular form of a dictionary model, consisting of the new representation (x) =
( k (x))nk=01 2 Rn with k (x) = xk . Linear regression over (x) consists of models f (x; ✓) =
h (x), ✓i, which is exactly (6).
As n increases the complexity of the polynomial functional class increases, as it contains
all polynomial models of order less than n 1 as well. However, fitting more complex models
can become more delicate in the presence of noise or other confounding factors, as the added
complexity can allow the models to fit the noise, which is not desirable. This is not shown
in Figures 7a and 7b because there is no noise in the data. Figure 8 illustrates the point,
as the data in this figure is generated from a linear model, but the labels yi are corrupted
by a small amount of additive white noise. In this case, fitting the data with a linear model
and a third order polynomial model yields good interpolative and extrapolative models, but
models fit with higher order polynomials such as 10th order overfit to the noise and cannot
extrapolate and even do worse in interpolation.
This example may be a bit disheartening as it would seem to indicate that we need to
know the appropriate complexity of the model class in advance, which is often not possible.
However, we must remember that 10th order polynomials include 3rd order polynomials and
1st order polynomials. The loss function that we minimized, in this case (7), however selected
an overly complex model because it minimized the mean squared error on the noisy training
data. The question then becomes, how can we use a model class F, such as 10th order
polynomials, that includes complex models for when we need them (as in Figure 7b) but
from which we can also draw a less complex model when the situation calls for it (as in
Figure 8)? One answer to this question is regularization. In this case the loss function is
amended to incorporate a regularization function that acts on the parameters ✓, in many
cases restricting the parameter set:
N
1 X
LR (✓, ) =
`(yi , f (xi ; ✓)) + R(✓) .
N i=1
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Figure 8: Linear and polynomial models fit to noisy data generated from a linear model plus noise.
Left panel: Models fit to training data with xi 2 [0, 1]. Right panel: Models evaluated on test data
with test points x 2 [0, 1.25]. The linear and 3rd order polynomials fit the data well and do not fit
the noise, and thus are capable of extrapolating to test data outside the range of the training data.
The 10th order polynomial, however, fits spurious patterns in the noise and thus interpolates with a
less regular model and cannot extrapolate. Figure taken from [5].

The hyper-parameter balances the fit to the training data (the first term) with the strength
of regularization on the parameters ✓ induced through the regularizer R(✓). Setting = 0
leads to a high complexity model being selected from the model class F, whereas larger
values of increasingly restrict the viable parameters ✓, thus reducing the complexity of the
model ✓b that minimizes LR (✓).
In linear and polynomial regression with a squared loss `(y, f (x)) = |y f (x)|2 , there are
two common choices for R(✓). The first is ridge regression, which uses an `2 regularization:
R2 (✓) =

k✓k22

=

n
X
k=1

|✓(k)|2 .

Ridge regression models, e.g. the following in the case of linear regression,
"
#
N
d
X
X
1
✓bridge = arg min
|yi h(1, xi ), ✓i|2 +
|✓(k)|2 ,
N i=1
✓
k=0

penalize very large parameters ✓(k) via the `2 regularization, and thus result in models that
have a few large parameters ✓(k), with the remaining parameters being small but rarely
zero4 . The larger , the fewer larger parameters and the more small parameters in ✓. More
4

It makes a lot of sense to have the penalty start at k = 1, thus omitting the bias ✓(0). However, this
choice will complicate our analysis, so we will not pursue it further. Thanks to Cullen Haselby for pointing
this out.
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precisely, one can show that
✓bridge = (XT X + I) 1 XT y ,

indicating that the size of the weights are depressed, approximately, by a factor of (1 + ). In
fact this is exactly the case if the columns of X are orthonormal, since in that case XT X = I.
The second common regularization is LASSO (least absolute shrinkage and selection
operator), which uses an `1 regularization:
R1 (✓) = k✓k1 =

n
X
i=1

|✓(i)| .

LASSO models, e.g. the following in the case of linear regression,
"
#
N
d
X
X
1
✓bLASSO = arg min
|yi h(1, xi ), ✓i|2 +
|✓(i)| ,
N
✓
i=1
i=0

penalize non-zero parameters ✓(i) via the `1 regularization, and thus result in sparse models.
With larger there are fewer non-zero parameters and the model increases in sparsity. In
fact, when the columns of X are orthogonal, one obtains:
✓bLASSO (k) = sign(✓b =0 ) max(|✓b =0 (k)|

, 0) ,

where ✓b =0 is the simple least squares optimal model with no regularization (i.e., = 0).
The above formula shows that the `1 regularization of LASSO shrinks the weights by an
additive factor of
, down to zero, thus resulting in sparse models.
One additional point that is important to remember is that both ridge and LASSO regularized regressions implicitly define new, restricted model sub-classes of the linear regression
class. In particular, for each > 0 there exists a t = t( ) < 1 such that

and

f (·; ✓bridge ) 2 F2,t = {f (x; ✓) = h(1, x), ✓i : k✓k2  t}

f (·; ✓bLASSO ) 2 F1,t = {f (x; ✓) = h(1, x), ✓i : k✓k1  t} .

Thus regularization implicitly defines a new model class F ,R ✓ F that depends on the
regularizer R and the strength of the regularization .
In practice, one must estimate the hyper-parameter using only the training data. To
do so, one employs cross validation. Figure 9 describes the idea.
When the label function y(x) is not an aﬃne function of x, a nonlinear model is required.
One option, also discussed in this section, are polynomial models. The number of parameters
in a polynomial model, though, scales poorly in the dimension. If n 1 is the order of the
polynomial and d is the dimension, then #(✓) = O(dn ). Kernel methods and in particular
polynomial kernels remedy this. However, not every label function y(x) is a global polynomial
6

Figure 9: Cross validation. A model f (x; ✓, ) consists of parameters ✓ and hyper-parameters .
The training set T = {(xi , yi )}N
i=1 is partitioned into two sets, green and blue. The green set is used
to fit the parameters ✓, for a fixed , to the data pairs (xi , yi ) in this set. The blue set is used to
validate the model, meaning one evaluates f (xi , ✓bb , ) against the true label yi for (xi , yi ) in the
green set, and selects the optimal b. Finally, the model f (x; ✓bb , b) is tested on diﬀerent data (x, y)
in the test set.

of the data points x. Sometimes the label function is based on locality or other nonlinear
patterns that are not so easily modeled by compact mathematical formulas. Section 3.3
describes k-nearest neighbor models, which are based on local similarities and make very few
assumptions about the way the data is generated. First though we return to the probabilistic
models and interpret regularization from this perspective.

7

References
[1] Karen Simonyan and Andrew Zisserman. Very deep convolutional networks for largescale image recognition. In Proceedings of the International Conference on Learning
Representations, 2015.
[2] Jia Deng, Wei Dong, Richard Socher, Li-Jia Li, Kai Li, and Li Fei-Fei. Imagenet: A
large-scale hierarchical image database. In Conference on Computer Vision and Pattern
Recognition, 2009.
[3] Alex Krizhevsky, Ilya Sutskever, and Geoﬀrey Hinton. Imagenet classification with deep
convolutional neural networks. In Advances in Neural Information Processing Systems
25, pages 1097–1105. 2012.
[4] Larry Greenemeier. AI versus AI: Self-taught AlphaGo Zero vanquishes its predecessor.
Scientific American, October 18, 2017.
[5] Pankaj Mehta, Marin Bukov, Ching-Hao Wang, Alexandre G.R. Day, Clint Richardson,
Charles K. Fisher, and David J. Schwab. A high-bias, low-variance introduction to
Machine Learning for physicists. arXiv:1803.08823, 2018.
[6] Trevor Hastie, Robert Tibshirani, and Jerome Friedman. The Elements of Statistical
Learning. Springer-Verlag New York, 2nd edition, 2009.

