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Training a neural network

Unlike linear regression the optimal parameters of a neural network cannot be written down in
closed form. Therefore we must solve for them numerically with a gradient descent algorithm.
Let us first recall how gradient descent works.

7.1

Gradient descent applied to neural networks

We are given a fixed training set T = {(xi , yi )}N
i=1 and we want to minimize an empirical
risk or more general loss function L(✓) over ✓ 2 Rn , which is given by:
L(✓) =

N
X

`(yi , f (xi ; ✓)) =

i=1

N
X

`i (✓) ,

i=1

where `i (✓) = `(yi , f (xi ; ✓)) is our point-wise loss function. Let
✓b = arg min L(✓) .
✓2Rn

To solve for ✓b we make an initial guess ✓0 and evaluate L(✓0 ). We then compute the gradient
of L with respect to ✓ and evaluate the gradient at ✓0 , i.e., we compute r✓ L(✓0 ). We then
select a step size 0 > 0 (also called the learning rate in deep learning), and we “move” ✓0 in
the direction of the negative of the gradient so that we reduce the value of L(✓0 ) so long as
0 is small enough:
✓1 = ✓0
0 r✓ L(✓0 ) .
We then repeat the process, but now from ✓1 . After t steps we have ✓t and we update to ✓t+1
via:
✓t+1 = ✓t
t r✓ L(✓t ) .

The process stops when r✓ L(✓t ) ⇡ 0. For “nice” optimization problems, e.g. convex problems
with additional constraints on L, one can provide proofs for when this algorithm will work
and how many steps it will take; see [9] for more details.
In order to implement the gradient descent algorithm it is of paramount importance that
we be able to compute r✓ L(✓). We see that it can be written as:
r✓ L(✓) =

N
X
i=1

r✓ `(yi , f (xi ; ✓)) .
1

Suppose now that `(y, f (x)) = (y f (x))2 , the squared loss. Then, using the chain rule, we
have
r✓ `(y, f (x; ✓)) = 2(y f (x; ✓))r✓ f (x; ✓) ,
and so we see that

r✓ L(✓) =

2

N
X

(yi

f (xi ; ✓))r✓ f (xi ; ✓) .

i=1

Thus we have reduced the problem to computing r✓ f (x; ✓). When f (x; ✓) = f (x; ✓, ↵)
is a neural network model as in (22) this computation looks formidable. But we can in
fact do something similar to what we have done already: namely use the chain rule. If is
a function that we can compute the derivative of analytically, meaning that we can write
down the formula for 0 (z), then we can analytically compute r✓ f (x; ✓, ↵) using the chain
rule. The back propagation algorithm carries out the chain rule computation in a clever way,
computing it layer by layer through the network. We omit the details, but back propagation
forms the backbone of training neural networks.

7.2

Stochastic gradient descent

Now, while this solves the issue of computing the gradient in theory, in practice it is still
computationally very expensive in the case of neural network training. Indeed, observe that:
• We need to compute r✓ f (xi ; ✓) for each 1  i  N . Often N , the number of training
points, can be quite large, particularly in computer vision when the number of training
points can be in the millions.
• Furthermore, ✓ = (✓, ↵) 2 Rn , with the number of parameters n being quite large. In
particular,
L
L
X
X
n=
d` 1 d` +
d` + dL .
`=1

`=1

Since r✓ f (xi ; ✓) 2 R , this means we need to compute n values for each xi . The number
of parameters in a neural network can be in the millions.
n

• Thus the total number of values that need to be computed at each gradient step is
nN , which if N ⇡ 106 and and n ⇡ 106 , then nN ⇡ 1012 !
Furthermore, since neural networks consist of the composition of many linear and nonlinear functions, there can be many local minima and saddle points. Many local minima means
we have a non-convex optimization problem and thus finding the global minimum is very
diﬃcult, and saddle points mean that the gradient descent algorithm can get stuck at points
that are not even local minima; see Figure 24.
What has worked well in practice and what researchers are making progress in understanding is to randomize the gradient descent process. The resulting class of algorithms are
called stochastic gradient descent. In a stochastic gradient descent we sub-select, at random,
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Figure 24: Illustration, in one dimension, of local minima, saddle points, and the global minimum.

NB ⌧ N of the training points, without replacement, and place them in a mini-batch B1 .
We then randomly select another NB of the remaining N NB training points, and place
them in a mini-batch B2 . We do so until we run out of training points, giving us N/NB
mini-batches B1 , . . . , BN/NB . Starting at ✓0 we update to ✓1 using only the mini-batch B1 :
X
✓1 = ✓0
r✓ `(yi , f (xi , ✓0 )) .
0
i2B1

We then update to ✓2 using only B2 :
✓2 = ✓1

1

X

i2B2

r✓ `(yi , f (xi , ✓1 )) .

Subsequent updates follow accordingly, until we run out of mini-batches, which is referred
to as an epoch. At the completion of an epoch, the entire process is repeated, using new
random mini-batches.
Stochastic gradient descent allows us to to take N/NB gradient steps for the same cost
as one traditional gradient step. Furthermore, each step has a certain element of randomness
in it due to the random selection of mini-batches, therefore enabling the optimization to
escape saddle points. By adding momentum, stochastic gradient descent can also escape
local minima. Many variations of the algorithm have been developed, a notable example begin
ADAM [10]. Research into why stochastic gradient descent works is active and ongoing.
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