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8.2 One layer approximation and the curse of dimensionality

While universal approximation results such as those contained in Section 8.1 appear to be
quite powerful, in fact mathematicians have been developing classes of “simple” functions
that can approximate to arbitrary accuracy “complex” functions in, for example, C[0, 1]d or
L2[0, 1]d, for quite a long time. Here are two well known examples:

Example 8.4. Polynomials: Let F = {f(x; ✓)}✓ be the model class of all polynomials, i.e.,

f(x; ✓) =
X

k�k1m

✓(�)x�
,

where � = (�(1), . . . , �(d)) 2 Nd,

k�k1 =
dX

k=1

�(k) ,

and

x
� =

dY

k=1

x(k)�(k) ,

and where F includes all polynomials for every m � 0. That is, there is no bound on the
degree of the polynomial (this is really important!). Then we have:

Theorem 8.5 (Stone-Weierstrass). Let F 2 C[0, 1]d. Then for each ✏ > 0, there exists a
polynomial f(x; ✓) such that

|F (x)� f(x; ✓)| < ✏ , 8 x 2 [0, 1]d .

Example 8.6. Fourier series: Now let F = {f(x; ✓)}✓ be the model class of all partial
Fourier series, defined as

f(x; ✓) =
X

k�k1m

✓(�)e2⇡ih�,xi ,

where � = (�(1), . . . , �(d) 2 Zd and

k�k1 = max
1kd

|�(k)| .
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Recall that L2[0, 1]d is the space of functions F (x) that are square integrable,

F 2 L2[0, 1]d ()

Z

[0,1]d
|F (x)|2 dx < 1 .

Then it is well known in harmonic analysis that for each F 2 L2[0, 1]d, ✏ > 0, there exists a
partial Fourier series f(x; ✓) such that

kF � f(·; ✓)k2 =

✓Z

[0,1]d
(F (x)� f(x; ✓))2 dx

◆1/2

< ✏ .

Furthermore,
✓(�) =

Z

[0,1]d
F (x)e�2⇡ih�,xi

dx .

These examples show that while universal approximation is important, it is not every-
thing. What is often equally or even more important is the rate of approximation. Both [11]
and [12] rely on density arguments to prove their results, which do not come with quanti-
tative estimates for the rate of approximation. Furthermore, Cybenko in the conclusion of
[11] speculates that the number of neurons needed, as indicated by his analysis, would be
“astronomical” due to the curse of dimensionality.

Let us examine this further for one layer ReLU networks. The point of this analysis is to
show that classical approximation theory yields the following interpretation of such networks:

• One layer ReLU networks implemement local linear interpolation, which will suffer
from the curse of dimensionality in that local linear interpolation requires a lot of
training data. Recall our discussion of k-nearest neighbors, a local method, and the
curse of dimensionality in Section 4.3.

• The number of neurons in this context will be nearly the same as the number of training
points, and thus the network width will be astronomical.

Consider one layer ReLU networks of the form:

f(x; ✓) =
mX

k=1

↵(k)max(x� b(k), 0) + � ,

where � 2 R is an additional bias term applied in the output layer.
Let X = [0, 1] and assume that F : [0, 1] ! R is Lipschitz, which means that there exists

a universal constant C (depending on F , but not x and x
0) such that

|F (x)� F (x0)|  C|x� x
0
| , 8 x, x

0
2 [0, 1] .

Note this means
|x� x

0
|  ✏ =) |F (x)� F (x0)|  C✏ . (27)
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So let us suppose (somewhat unrealistically) that we get a training set (xi, F (xi))Ni=0 with
x0 = 0, x1 = ✏, x2 = 2✏,..., that is:

xi = i✏ , 0  i  N = ✏
�1

.

Note we have N + 1 training points in this example.
We are going to come up with a neural network that is a piecewise linear approximation

of F (x) with f(xi; ✓) = F (xi) for all 0  i  N . It will satisfy:

f(x; ✓) = ✏
�1[(xi+1 � x)F (xi) + (x� xi)F (xi+1)] , xi  x  xi+1 . (28)

Note that f(x; ✓) uniformly approximates F (x) up to an error C✏. Indeed, let xi  x  xi+1

and note that xi+1 � xi = ✏ and thus (xi+1 � x) + (x� xi) = ✏ as well. We have:

|f(x; ✓)� F (x)| =

����
(xi+1 � x)F (xi) + (x� xi)F (xi+1)

✏
� F (x)

����

=

����
(xi+1 � x)

✏
(F (xi)� F (x)) +

(x� xi)

✏
(F (xi+1)� F (x))

����


(xi+1 � x)

✏
|F (xi)� F (x)|+

(x� xi)

✏
|F (xi+1)� F (x)|


(xi+1 � x)

✏
· C✏+

(x� xi)

✏
· C✏

= C✏ ,

where the first inequality is the triangle inequality and the second inequality follows from
(27).

To obtain this network set the number of neurons to be m = N = ✏
�1. Set the internal

biases of the neurons to be:
b(k) = (k � 1)✏ ,

which means that in the ReLU activations we have

max(0, x� b(k)) = max(0, x� (k � 1)✏) =

⇢
0 x  (k � 1)✏
x� (k � 1)✏ x > (k � 1)✏

.

For the first neuron and the external bias � we set:

↵(1) =
F (x1)� F (x0)

✏
and � = F (x0) ,

which ensures that f(x0; ✓) = F (x0) (recall x0 = 0) and f(x1; ✓) = F (x1), and furthermore
that (28) holds. For the remaining neurons we set:

↵(k) = ✏
�1[F (xk)� 2F (xk�1) + F (xk�2)] , 1 < k  N .

One can verify that with these choices (28) holds. Furthermore, all of the weights ↵ 2 RN

and biases b 2 RN , � 2 R, depend only on the training data. We have thus showed that
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Figure 25: Illustration of a one-layer ReLU network implementing a piecewise linear approximation
of a Lipschitz function F (x). The solid black line is F (x). The solid multi-color line is the one-layer
ReLU neural network f(x; ✓), with each color indicating a linear part of f(x; ✓). The dashed lines
show the stacked ReLU functions, which are shifted by the biases b.
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to obtain an error C✏ for a one-dimensional regression problem, where C is the Lipschitz
constant of F , we need ✏

�1 + 1 training points and ✏
�1 neurons in our single layer ReLU

network; see Figure 25 for an illustration.
If we extend the above analysis to higher dimensions we run into the curse of dimen-

sionality. Indeed, we relied on having a training point xi within ✏/2 of every possible test
point x in the above calculations. To ensure such a property in X = [0, 1]d we would need
N = O(✏�d) training points (e.g., an ✏-spaced grid). Not only is that a very large number
of training points, but we also saw that the number of neurons needed is m = N = O(✏�d),
which explodes the width of the one-layer ReLU network.
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