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Networks of Interactions
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Representation Learning in Graphs

…
z

Input: Network

Predictions: Node labels, 
Link predicition, Graph 
classification
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Why is it Hard?
Networks are complex!

§ Arbitrary size and complex topological 
structure (i.e., no spatial locality like grids)

§ No fixed node ordering or reference point
§ Often dynamic and have multimodal features
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5Jure Leskovec, Stanford University

Each node defines a computation graph

§ Each edge in this graph is a 
transformation/aggregation function 

Scarselli et al. 2005. The Graph Neural Network Model. IEEE Transactions on Neural Networks. 

http://ieeexplore.ieee.org/document/4700287/
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Intuition: Nodes aggregate information from 
their neighbors using neural networks

Neural networks

Inductive Representation Learning on Large Graphs. W. Hamilton, R. Ying, J. Leskovec. NIPS, 2017.

https://cs.stanford.edu/people/jure/pubs/graphsage-nips17.pdf


Idea: Aggregate Neighbors

Intuition: Network neighborhood 
defines a computation graph

Jure Leskovec, Stanford University 7

Every node defines a computation 
graph based on its neighborhood!

Can be viewed as learning a generic linear combination 
of graph low-pass and high-pass operators
[Bronstein et al., 2017]

https://arxiv.org/abs/1611.08097


Our Approach: GraphSAGE

8Jure Leskovec, Stanford University
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GraphSAGE: Training

§ Aggregation parameters are shared for all nodes
§ Number of model parameters is independent of |V|
§ Can use different loss functions:

§ Classification/Regression: ℒ ℎ% = '% − ) ℎ%
*

§ Pairwise Loss: ℒ ℎ%, ℎ, = max(0, 1 − 3456 ℎ%, ℎ, )

Jure Leskovec, Stanford University 9
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Inductive Capability

10

train with a snapshot new node arrives
generate embedding 

for new node

Jure Leskovec, Stanford University

zu

Even for nodes we 
never trained on!



DIFFPOOL: Pooling for GNNs

11Jure Leskovec, Stanford University

Don’t just embed individual nodes. 
Embed an entire graph.
Problem: Learn how to hierarchical pool the 
nodes to embed the entire graph
Our solution: DIFFPOOL

§ Learns hierarchical pooling strategy
§ Sets of nodes are pooled hierarchically
§ Soft assignment of nodes to next-level nodes

Hierarchical Graph Representation Learning with Differentiable Pooling. R. Ying, et al. NeurIPS 2018.

[NeurIPS ‘18]

https://arxiv.org/abs/1806.08804


DIFFPOOL: Pooling for GNNs
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Don’t just embed individual nodes. Embed the 
entire graph.
Problem: Learn how to hierarchical pool the 
nodes to embed the entire graph
Our solution: DIFFPOOL

§ Learns hierarchical pooling strategy
§ Sets of nodes are pooled hierarchically
§ Soft assignment of nodes to next-level nodes

Hierarchical Graph Representation Learning with Differentiable Pooling. R. Ying, et al. NeurIPS 2018.

[NeurIPS ‘18]

How expressive are 
Graph Neural Networks?

https://arxiv.org/abs/1806.08804


How expressive are GNNs?

Theoretical framework: Characterize 
GNN’s discriminative power:
§ Characterize upper bound of the 

discriminative power of GNNs
§ Propose a maximally powerful GNN
§ Characterize discriminative power 

of popular GNNs

Jure Leskovec, Stanford University 13How Powerful are Graph Neural Networks? K. Xu, et al. ICLR 2019.

GNN tree:

Multiset !

Aggregation:

https://arxiv.org/abs/1810.00826


Key Insight: Rooted Subtrees

Graph:                GNN distinguishes:

Jure Leskovec, Stanford University 14

The most powerful GNN is able to distinguish 
rooted subtrees of different structure
GNN can distinguish blue D and violet E but not violet E and pink F node

Assume no node features, then single nodes cannot 
be distinguished but rooted trees can be distinguished:



Discriminative Power of GNNs

Idea: If GNN aggregation is injective, then 
different multisets are distinguished and GNN can 
capture subtree structure

Theorem: Injective multiset function ! can be 
written as: ! " = $(∑'∈) *(+))
Funcs. $, * are based on universal approximation thm.

Consequence: Sum aggregator is the most 
expressive!

15Jure Leskovec, Stanford University
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Under review as a conference paper at ICLR 2019
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mean - distribution max - set
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Figure 2: Ranking by expressive power for sum, mean and max-pooling aggregators over a multiset.
Left panel shows the input multiset and the three panels illustrate the aspects of the multiset a given
aggregator is able to capture: sum captures the full multiset, mean captures the proportion/distribution
of elements of a given type, and the max aggregator ignores multiplicities (reduces the multiset to a
simple set).

vs.

(a) Mean and Max both fail

vs.

(b) Max fails

vs.

(c) Mean and Max both fail

Figure 3: Examples of simple graph structures that mean and max-pooling aggregators fail to
distinguish. Figure 2 gives reasoning about how different aggregators “compress” different graph
structures/multisets.

existing GNNs instead use a 1-layer perceptron � �W (Duvenaud et al., 2015; Kipf & Welling, 2017;
Zhang et al., 2018), a linear mapping followed by a non-linear activation function such as a ReLU.
Such 1-layer mappings are examples of Generalized Linear Models (Nelder & Wedderburn, 1972).
Therefore, we are interested in understanding whether 1-layer perceptrons are enough for graph
learning. Lemma 7 suggests that there are indeed network neighborhoods (multisets) that models
with 1-layer perceptrons can never distinguish.

Lemma 7. There exist finite multisets X1 6= X2 so that for any linear mapping W ,P
x2X1

ReLU (Wx) =
P

x2X2
ReLU (Wx) .

The main idea of the proof for Lemma 7 is that 1-layer perceptrons can behave much like linear
mappings, so the GNN layers degenerate into simply summing over neighborhood features. Our
proof builds on the fact that the bias term is lacking in the linear mapping. With the bias term and
sufficiently large output dimensionality, 1-layer perceptrons might be able to distinguish different
multisets. Nonetheless, unlike models using MLPs, the 1-layer perceptron (even with the bias term)
is not a universal approximator of multiset functions. Consequently, even if GNNs with 1-layer
perceptrons can embed different graphs to different locations to some degree, such embeddings may
not adequately capture structural similarity, and can be difficult for simple classifiers, e.g., linear
classifiers, to fit. In Section 7, we will empirically see that GNNs with 1-layer perceptrons, when
applied to graph classification, sometimes severely underfit training data and often underperform
GNNs with MLPs in terms of test accuracy.

5.2 STRUCTURES THAT CONFUSE MEAN AND MAX-POOLING

What happens if we replace the sum in h (X) =
P

x2X f(x) with mean or max-pooling as in GCN
and GraphSAGE? Mean and max-pooling aggregators are still well-defined multiset functions because
they are permutation invariant. But, they are not injective. Figure 2 ranks the three aggregators by
their representational power, and Figure 3 illustrates pairs of structures that the mean and max-pooling
aggregators fail to distinguish. Here, node colors denote different node features, and we assume the
GNNs aggregate neighbors first before combining them with the central node.

In Figure 3a, every node has the same feature a and f(a) is the same across all nodes (for any
function f ). When performing neighborhood aggregation, the mean or maximum over f(a) remains
f(a) and, by induction, we always obtain the same node representation everywhere. Thus, mean and
max-pooling aggregators fail to capture any structural information. In contrast, a sum aggregator
distinguishes the structures because 2 · f(a) and 3 · f(a) give different values. The same argument

6

Power of Aggregators

Failure cases for mean and max agg.

Ranking by discriminative power
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Three Consequences of GNNs

1) The GNN does two things:
§ 1) Learns how to “borrow” 

feature information from 
nearby nodes to enrich 
the target node

§ 2) Each node can have a different 
computation graph and the network is 
also able to capture/learn its structure

Jure Leskovec, Stanford University 17



Three Consequences of GNNs

2) Computation graphs can be 
chosen:
§ Aggregation does not 

need to happen across
all neighbors

§ Neighbors can be 
strategically chosen/sampled

§ Leads to big gains in practice!
Jure Leskovec, Stanford University 18



Three Consequences of GNNs

3) We understand GNN failure cases:
§ GNNs fail to distinguish isomorphic 

nodes
§ Nodes with identical rooted subtrees will 

be classified in the same class (in the 
absence of differentiating node features)

Jure Leskovec, Stanford University 19
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Core Issues with GNNs

Structure-aware task:

!" and !# have different comp. graphs:

Jure Leskovec, Stanford University 21

GNNs work J
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Core Issues with GNNs
Position-aware task:

!" and !# have same comp. graphs:

Jure Leskovec, Stanford University 22

GNNs fail L
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How do we make GNNs 
more expressive?



Our Solution

Position-aware Graph Neural Networks. J. You, R. Ying, J. Leskovec. ICML, 2019. 
Data, code: https://snap.stanford.edu/pgnn

Jure Leskovec, Stanford University 23

PGNN: Position-Aware 
Graph Neural Networks

https://cs.stanford.edu/people/jure/pubs/pgnn-icml19.pdf
https://snap.stanford.edu/pgnn


Key Insight: Anchors

Idea: Nodes need to know ”where” in the 
network they are

Solution:
§ Anchor: a randomly selected node
§ Anchor-set: a randomly selected node 

subset, anchor is a size-1 anchor-set

§ (1) Randomly choose many anchor-sets
§ (2) A given node can then use its distance 

to these anchor-sets to understand its 
location/position in the network

Jure Leskovec, Stanford University 24



Power of an Anchor

25Jure Leskovec, Stanford University
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Overview of Position-aware GNN

§ (a) Randomly select anchor-sets
§ (b) Compute pairwise node distances 
§ (c) Compute anchor-set messages
§ (d) Transform messages to node embeddings

26
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There are many other follow-up works aiming to develop more powerful GNNs. 



PGNN: Visualizing Embeddings

Jure Leskovec, Stanford University 27

GNN embedding P-GNN embeddingInput graph
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Strategies for Pretraining 
Graph Neural Networks

Strategies For Pre-training Graph Neural Networks. W. Hu, B. Liu, J. Gomes, M. 
Zitnik, P. Liang, V. Pande, J. Leskovec. ICLR, 2020.

https://cs.stanford.edu/people/jure/pubs/pretrain-iclr20.pdf


Challenges for ML in Graphs

1. Scarcity of labeled data
§ Obtaining labels requires expensive lab 

experiments
à GNNs overfit to small training datasets

2. Out-of-distribution prediction
§ Test examples tend to be very different from 

training examples
à GNNs extrapolate poorly

Jure Leskovec, Stanford University 29



How Effective is Pre-training GNNs?

Molecule classification: Naïve strategy: 
Supervised pre-training on relevant labels 1

0

0

1

Toxicity A?

Toxicity B?

Toxicity C?

Toxicity D?

Pre-training labels from chemical database 
• ~450K molecules from ChEMBL
• 1310 diverse binary tasks
Downstream task:
• 8 diverse molecular classification datasets

Jure Leskovec, Stanford University 30



How Effective is Pre-training GNNs?
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What are the Effective Strategies?
Key insight: Pre-train both node and graph
embeddings

Nodes are separated. But 
embeddings are not 

composable (graphs are 
not separated)!

Graphs are separated. But 
embeddings of individual 

nodes are not!

Separation both in node as 
well as in graph space.

Jure Leskovec, Stanford University 32



Overall Strategy
1. Node-level pre-training on unlabeled data
2. Graph-level pre-training on labeled data
3. Fine-tune on downstream data

GNN

Unlabeled molecules
(2M molecules from ZINC) 

Chemistry database

Node pre-train
Downstream 
task 1

Downstrea
m task N

Fine-tune

1

2

3

Graph pre-train
Jure Leskovec, Stanford University 33



Results of Our Strategy
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§ Avoids negative transfer. 
§ Significantly improve the performance.
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Comparison of GNNs

Q: What are the effect of pre-training on 
different GNN architectures?

A: More expressive models (GIN) benefit the 
most from pre-training

Jure Leskovec, Stanford University 35

Published as a conference paper at ICLR 2020

Dataset BBBP Tox21 ToxCast SIDER ClinTox MUV HIV BACE Average
# Molecules 2039 7831 8575 1427 1478 93087 41127 1513 /

# Binary prediction tasks 1 12 617 27 2 17 1 1 /
Pre-training strategy Out-of-distribution prediction (scaffold split)Graph-level Node-level

– – 65.8 ±4.5 74.0 ±0.8 63.4 ±0.6 57.3 ±1.6 58.0 ±4.4 71.8 ±2.5 75.3 ±1.9 70.1 ±5.4 67.0
– Infomax 68.8 ±0.8 75.3 ±0.5 62.7 ±0.4 58.4 ±0.8 69.9 ±3.0 75.3 ±2.5 76.0 ±0.7 75.9 ±1.6 70.3
– EdgePred 67.3 ±2.4 76.0 ±0.6 64.1 ±0.6 60.4 ±0.7 64.1 ±3.7 74.1 ±2.1 76.3 ±1.0 79.9 ±0.9 70.3
– AttrMasking 64.3 ±2.8 76.7 ±0.4 64.2 ±0.5 61.0 ±0.7 71.8 ±4.1 74.7 ±1.4 77.2 ±1.1 79.3 ±1.6 71.1
– ContextPred 68.0 ±2.0 75.7 ±0.7 63.9 ±0.6 60.9 ±0.6 65.9 ±3.8 75.8 ±1.7 77.3 ±1.0 79.6 ±1.2 70.9

Supervised – 68.3 ±0.7 77.0 ±0.3 64.4 ±0.4 62.1 ±0.5 57.2 ±2.5 79.4 ±1.3 74.4 ±1.2 76.9 ±1.0 70.0
Supervised Infomax 68.0 ±1.8 77.8 ±0.3 64.9 ±0.7 60.9 ±0.6 71.2 ±2.8 81.3 ±1.4 77.8 ±0.9 80.1 ±0.9 72.8
Supervised EdgePred 66.6 ±2.2 78.3 ±0.3 66.5 ±0.3 63.3 ±0.9 70.9 ±4.6 78.5 ±2.4 77.5 ±0.8 79.1 ±3.7 72.6
Supervised AttrMasking 66.5 ±2.5 77.9 ±0.4 65.1 ±0.3 63.9 ±0.9 73.7 ±2.8 81.2 ±1.9 77.1 ±1.2 80.3 ±0.9 73.2
Supervised ContextPred 68.7 ±1.3 78.1 ±0.6 65.7 ±0.6 62.7 ±0.8 72.6 ±1.5 81.3 ±2.1 79.9 ±0.7 84.5 ±0.7 74.2

Table 1: Test ROC-AUC (%) performance on molecular prediction benchmarks using different
pre-training strategies with GIN. The rightmost column averages the mean of test performance
across the 8 datasets. The best result for each dataset and comparable results (i.e., results within one
standard deviation from the best result) are bolded. The shaded cells indicate negative transfer, i.e.,
ROC-AUC of a pre-trained model is worse than that of a non-pre-trained model. Notice that node- as
well as graph-level pretraining are essential for good performance.

Chemistry Biology
Non-pre-trained Pre-trained Gain Non-pre-trained Pre-trained Gain

GIN 67.0 74.2 +7.2 64.8 ± 1.0 74.2 ± 1.5 +9.4
GCN 68.9 72.2 +3.4 63.2 ± 1.0 70.9 ± 1.7 +7.7

GraphSAGE 68.3 70.3 +2.0 65.7 ± 1.2 68.5 ± 1.5 +2.8
GAT 66.8 60.3 -6.5 68.2 ± 1.1 67.8 ± 3.6 -0.4

Table 2: Test ROC-AUC (%) performance of different GNN architectures with and without
pre-training. Without pre-training, the less expressive GNNs give slightly better performance
than the most expressive GIN because of their smaller model complexity in a low data regime.
However, with pre-training, the most expressive GIN is properly regularized and dominates the other
architectures. For results split by chemistry datasets, see Table 4 in Appendix H. Pre-training strategy
for chemistry data: Context Prediction + Graph-level supervised pre-training; pre-training strategy
for biology data: Attribute Masking + Graph-level supervised pre-training.

use a 3-layer GNN to encode the context structure. For Attribute Masking shown in Figure 2 (b),
we randomly mask 15% of node (for molecular graphs) or edge attributes (for PPI networks) for
prediction. As baselines for node-level self-supervised pre-training, we adopt the original Edge
Prediction (denoted by EdgePred) (Hamilton et al., 2017a) and Deep Graph Infomax (denoted by
Infomax) (Veličković et al., 2019) implementations. Further details are provided in Appendix G.

5.3 RESULTS

We report results for molecular property prediction and protein function prediction in Tables 2 and 1
and Figure 3. Our systematic study suggests the following trends:

Observation (1): Table 2 shows that the most expressive GNN architecture (GIN), when pre-trained,
achieves the best performance across domains and datasets. Compared with gains of pre-training
achieved by GIN architecture, gains of pre-training using less expressive GNNs (GCN, GraphSAGE,
and GAT) are smaller and can sometimes even be negative (Table 2). This finding confirms previous
observations (e.g., Erhan et al. (2010)) that using an expressive model is crucial to fully utilize
pre-training, and that pre-training can even hurt performance when used on models with limited
expressive power, such as GCN, GraphSAGE, and GAT.

Observation (2): As seen from the shaded cells of Table 1 and highlighted region in the middle panel
of Figure 3, the strong baseline strategy that performs extensive graph-level multi-task supervised
pre-training of GNNs gives surprisingly limited performance gain and yields negative transfer on
many downstream tasks (2 out of 8 datasets in molecular prediction, and 13 out of 40 tasks in protein
function prediction).

8



Open Graph Benchmark

§ On-going effort for large-scale realistic 
benchmark datasets for graph ML.

Jure Leskovec, Stanford University 36

Webpage: https://ogb.stanford.edu
Github: https://github.com/snap-stanford/ogb
Paper: https://arxiv.org/abs/2005.00687

https://ogb.stanford.edu/
https://github.com/snap-stanford/ogb
https://arxiv.org/abs/2005.00687


ML with Graphs Today

Datasets commonly used today:
§ Node classification

§ CORA: 2,708 nodes, 5,429 edges
§ Citeseer: 3,327 nodes, 4,732 edges

§ Graph Classification
§ MUTAG: 188 molecules

§ Knowledge Graphs
§ FB15k: 15,000 nodes, 600 edges.

37Jure Leskovec, Stanford University



ML with Graphs

To properly track progress and identify 
issues with current approaches it is 

critical for our community to... 

38

…develop diverse, challenging, and 
realistic benchmark datasets for 

machine learning on graphs

Jure Leskovec, Stanford University



Why a New Benchmark?
1) Current focus is on small graphs or small sets of 

graphs from just a handful of domains:
§ Datasets are too small 
§ Datasets do not contain rich node or edge features 
§ Hard to reliably and rigorously evaluate algorithms 

2) Lack of common benchmark datasets for 
comparing different methods:
§ Every paper design its own, custom train/test split
§ Performance across papers is not comparable

3) Dataset splits follow conventional random splits:
§ Unrealistic for real-world applications
§ Accuracies are over-optimistic under conventional splits

39Jure Leskovec, Stanford University



The Open Graph Benchmark
OGB is a set of benchmarks for graph ML:
1. Ready-to-use datasets for key tasks on graphs:

§ Node classification, link prediction, graph classification
2. Common codebase to load, construct & 

represent graphs:
§ Popular deep frameworks, e.g., DGL, PyTorch Geometric

3. Common codebase with performance metrics 
for fast model evaluation and comparison:
§ Meaningful data splits focusing on generalization

40Jure Leskovec, Stanford University



OGB Datasets are Diverse

Jure Leskovec, Stanford University 41



Open Graph Benchmark
Resource for graph ML problems
§ We provide pip-installable Python OGB 

package with loaders and evaluators.
We envision OGB to be:
§ Common, community-driven platform for 

graph ML research
§ Teaching resource

42Jure Leskovec, Stanford University
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Open Graph Benchmark
https://ogb.stanford.edu

ogb@cs.stanford.edu

Core development team 
W. Hu, M. Fey, M. Zitnik, Y. Dong, H. Ren, B. Liu, M. Catasta, J. Leskovec

Steering committee
Regina Barzilay, Peter Battaglia, Yoshua Bengio, Michael Bronstein, Stephan 

Günnemann, Will Hamilton, Tommi Jaakkola, Stefanie Jegelka, Maximilian 
Nickel, Chris Re, Le Song, Jian Tang, Max Welling, Rich Zemel
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