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31 Graph convolution networks
The field of graph neural networks is now a vast a rich subfield of deep learning, but its
origins are in spectral graph theory and graph signal processing. We describe those origins
in this section. The references for this material are [6, 7, 8].

31.1 Convolution neural networks
To begin, let us give a quick primer on how standard convolution neural networks (CNNs)
work. Let x be an N ⇥ N image and let h be a small filter, such as a 3 ⇥ 3 filter. The
convolution of x with h computes:

x ⇤ h(u) =
X

v

x(v)h(u� v) ,

where u 2 {�N/2, . . . , N/2�1}⇥{�N/2, . . . , N/2�1} and the sum over v can be restricted
to the support of h in the neighborhood of u. Note that one has to be careful at the boundary,
either using a zero boundary condition or a periodic boundary condition, but we ignore those
details here.

The main component of a CNN is the transformation that takes the channels at layer `
to the channels at layer `+ 1; Figure 38 gives an illustration of the VGG network. Suppose
that layer `, for ` � 0, as d` channels given by:

Layer ` channels =
⇣
x(`)
i

⌘d`

i=1
, x(`)

i
2 RN⇥N .

Layer `+ 1 has d`+1 channels defined as:

Layer `+ 1 channels = x(`+1)
j

:= �

"
dX̀

i=1

x(`)
i

⇤ h(`)
ij

#
, 1  j  d`+1 ,

where (h(`)
ij

: 1  i  d` , 1  j  d`+1) are learned small filters and � is a pointwise
nonlinearity,

�(x)(u) := �(x(u)) .
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Figure 38: The VGG convolution neural network.

Figure 39: Pixel locations as a graph.

For example, �(t) = max(0, t) is the commonly used rectified linear unit (ReLU) nonlinearity.
In image classification, the input layer of the network is either a single channel (d0 = 1) is the
image is grayscale, or it has three channels (d0 = 3) if the image is a color image (red, green,
and blue channels). At some layers there is also a pooling operation (these are illustrated
by the narrowing of the network in Figure 38), but we ignore this operation in our analysis.

We can think of the underlying pixel locations as lying on the grid graph PN ⇥ PN that
also includes diagonal edges; see Figure 39. It follows that if h is a 3⇥ 3 filter, then h(a� b)
(as a function of b) is supported on {a} [N(a). In other words, h is a 1-hop filter.

31.2 Graph convolution networks
Let us now extend CNNs to general connected graphs G = (V,E,w). Recall L is the graph
Laplacian of G,  1, . . . , n are an orthonormal set of eigenvectors of L with eigenvalues
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0 = �1 < �2  · · ·  �n. Let x : V ! R be a graph signal and let h : V ! R be a graph
filter. Recall the graph Fourier transform of x is

bx(k) := hx, ki ,

and graph convolution is defined as

x ⇤ h(a) :=
nX

k=1

bx(k)bh(k) k(a) =  H T
x ,

where  is the n⇥ n for which  k is column k, and H is the n⇥ n diagonal matrix with bh
down its diagonal:

H :=

0

BBB@

bh(1) 0 · · · 0

0 bh(2) · · · 0
...

... . . . ...
0 0 · · · bh(n)

1

CCCA
.

In a graph convolution network (GCN), the transform from layer ` to layer `+ 1 is:

x
(`+1)
j

:= �

"
dX̀

i=1

x
(`)
i

⇤ h(`)
ij

#
= �

"
dX̀

i=1

 H
(`)
ij
 T

x
(`)
i

#
, 1  j  d`+1 , x

(`+1)
j

2 Rn ,

where the diagonals of the matrices H (`)
ij

are learned for each layer 0  ` < L = number of layers
and all 1  i  d` and 1  j  d`+1.

In a CNN, the convolution x ⇤ h(a) replaces x(a) with information aggregated from x(b)
for b = a and pixels b close to a. Similarly, in a GCN, if bh(k) = p(�k) for an mth order
polynomial p, then the convolution x ⇤h(a) replaces x(a) with information aggregated from
x(a) and x(b) for b in the m-hop neighborhood of a (recall Theorem 34).

31.3 Graph learning tasks
In regular CNNs the graph (i.e., the pixel grid) is fixed and the task is to classify different
signals (images) defined on the graph. We can extend this paradigm to the general graph
setting as well. In this case we are given a fixed graph G = (V,E,w) and many signals
defined on the vertices of G, some labeled (the training set) and some not labeled (the test
set). The task is to classify the unlabeled signals. Here are two examples:

• Spherical MNIST: The MNIST handwritten digits are projected onto the sphere. The
task is to label the digits. Numerically, the sphere is approximated with a graph.

• Text document classification: The graph G = (V,E) consists of words (vertices) and
edges between pairs of words that are similar. To each text document, we associate
a graph signal such that x(a) counts the number of times the word a appears in the
document (i.e, x is a word histogram). The task is to classify the text documents into
different categories.
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In the graph setting, though, there are other learning tasks in addition to signal classification.
These other tasks include:

1. Node classification: We have a fixed graph G = (V,E,w). Some of the vertices are
labeled, others are not labeled; the task is to label to the unlabeled vertices. For
example, G is a gene-gene interaction network (vertices are genes), and some genes we
know whether or not they are correlated with a certain disease. The task is to predict
whether the other genes are correlated with this disease.

2. Link prediction: We have a fixed graph G = (V,E). Based on existing edges, the
task is to predict if there should exist an edge between two vertices a, b 2 V for which
(a, b) /2 E. For example, friendship recommendations in social networks.

3. Graph classification: We have many graphs, some of them are labeled, others are not
labeled. The task is to label the unlabeled graphs. For example, each graph represents
a molecule (atoms are vertices, edges are bonds), and we want to predict whether the
molecule is toxic or not.

It turns out that all of these tasks can be approached using a GCN. The case of signal
classification over a fixed graph is clear. In the other three cases, even though they are not
about signal classification, we can process a signal (or signals) over the graph(s) in order to
extract information from G. These signals are sometimes given to us in the form of “side
information” about the vertices of the graph, often referred to as vertex features. On the
other hand, if such information is not given to us, we can generate surrogate signals on the
graph as a means by which to extract information from G, similar to how we use test vectors
in spectral graph theory.

Thus, in all four of the above graph learning tasks, our input to the GCN is a set of input
channels (x0

i
)d0
i=1, and the output of the GCN is a set of output channels (x(L)

i
)dL
i=1. What

we do with the output channels depends on the task. In the case of signal classification,
there is a single input channel (the signal to be classified) and the output channels are the
representation of this signal. These output channels are passed to a classifier (such as an
artificial neural network with a few fully connected layers) that assigns a label to the signal.
For the other tasks, we we proceed in the following manner:

1. Node classification: Each node (vertex in the graph) is assigned the representation

a 7! (x(L)
i

(a))dL
i=1 2 RdL .

This representation is passed to a classifier that assigns a label to a.

2. Link prediction: Let a, b 2 V with (a, b) /2 E. We assign the candidate edge (a, b) a
representation derived from the vertex representations of a and b, for example:

(a, b) 7! ((x(L)
i

(a)� x
(L)
i

(b))2)dL
i=1 2 RdL .
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3. Graph classification: In this case the representation of the graph G must be inde-
pendent of the number of vertices in G and must be invariant to re-indexation of the
vertices/edges. We obtain such a representation by mapping G to:

G 7!
X

a2VG

x
(L)
i

(a) 2 RdL .

31.4 Parameterized graph filters
While the setup in the previous section has potential, it also has issues that need to be fixed.
Here are two that we will address:

1. Each filter is defined by bh 2 Rn, which means that we need to learn n values for each
filter. But this is significantly more learned values per filter than in a standard CNN.
Indeed, in a CNN, n = N2 = the number of pixels, but most CNNs use small filters,
e.g., 3⇥ 3 filters with 9 learned parameters.

2. For graph classification, the number of vertices n depends on the graph G, as do the
eigenvectors and eigenvalues of LG that are used to define graph convolution. How do
we transfer a graph convolution network across multiple graphs?

It turns out that we can solve both of these issues by parameterizing the filters. That
is, we replace h with h✓, where ✓ 2 Rm is a set of parameters that defines h✓, and m is
independent of G. For example, bh✓(k) can be taken to be an (m� 1)st order polynomial of
�k:

bh✓(k) = p✓(�k) =
m�1X

t=0

✓(t)�t

k
.

In this case, each filter in the GCN is parameterized as an (m� 1)st degree polynomial and
the network learns, for each filter, its respective m polynomial coefficients ✓ 2 Rm. Therefore,
instead of needing to learn n values for each filter, the network learns m values for each filter,
and we can take m ⌧ n. Additionally, since each filter is a parameterized function of the
eigenvalues of the graph, it can be transferred to a new graph eG with Laplacian eigenvalues
0 = e�1 < e�2  · · ·  e�n by defining the analogous filter on eG as:

beh✓(k) = p✓(e�k) .

Furthermore, from Theorem 34 we know that such a filter h✓ corresponds to an (m� 1)-hop
filter, thus giving us control over the support of the filter with respect to the graph.

Even so, the way in which we defined graph convolution requires computing the eigenval-
ues and eigenvectors of the graph Laplacian. For large graphs this may entail a prohibitive
computational cost, and for the graph classification problem it requires diagonalizing the
graph Laplacian for every graph we consider. However, if we take bh✓ as a polynomial, then
we have:

x ⇤ h✓ =  H✓ 
T
x =  p✓(⇤) 

T
x = p✓( ⇤ 

T )x = p✓(L)x .

149



As such, the transform from layer ` to layer `+ 1 can be written as:

x
(`+1)
j

= �

"
dX̀

i=1

x
(`)
i

⇤ h
✓
(`)
ij

#
= �

"
dX̀

i=1

p
✓
(`)
ij
(L)x(`)

i

#
, 1  j  d`+1 .

In particular, we see there is no need to diagonalize the graph Laplacian L. Furthermore, if
G is sparse, then L will be sparse, and thus p✓(L) will be sparse if m is small, e.g., m = 2.

Notice that choosing m = 2 corresponds to a small 3⇥3 CNN filter since if m = 2 then p✓
is a 1st order polynomial, which means the resulting filter h✓ is a 1-hop filter. In other words,
x ⇤ h✓(a) will replace x(a) with information aggregated from x(a) and x(b) for b 2 N(a),
which is a direct analogue of how a 3⇥ 3 CNN filter aggregates information from the central
pixel and its neighboring pixels. In this case we have:

p✓(L) = ✓(0)I + ✓(1)L =) x ⇤ h✓ = p✓(L)x = ✓(0)x+ ✓(1)Lx .

Now, since re-scaling the weights of a graph G = (V,E,w) is likely to not change the
outcome of the learning task, we replace the graph Laplacian L with the normalized graph
Laplacian N :

p✓(N) = ✓(0)I+✓(1)N = ✓(0)I+✓(1)(I�D
�1/2

MD
�1/2) = (✓(0)+✓(1))I�✓(1)D�1/2

MD
�1/2 .

Even though this filter only has two learnable parameters, we can reduce this to one learnable
parameter by replacing ✓ = (✓(0), ✓(1)) with a scalar parameter ✓ satisfying:

✓ := �✓(1) = ✓(0) + ✓(1) .

We then have:
p✓(N ) = ✓(I +D

�1/2
MD

�1/2) = ✓(I +A) ,

where we recall that A = D
�1/2

MD
�1/2 is the normalized adjacency matrix. Recall that

⇤(A) ⇢ [�1, 1], which implies that ⇤(I +A) ⇢ [0, 2]. In [8], Kipf and Welling argue that
because the spectrum lies in [0, 2], it leads to vanishing and exploding gradients during
training. In order to alleviate this phenomenon, they replace I +A with

eA := eD�1/2 fM eD�1/2 , where fM := I +M .

While there is not much explanation in [8] for why this substitution improves the GCN
training, some later papers attempted to explain it more. The final filter is:

x ⇤ h✓ = ✓ eAx . (77)

With these filters, we can now write the layer ` to layer `+ 1 transform in the following
way. Let X

(`) denote the n ⇥ d` matrix wtih x
(`)
i

as its ith column. Using (77) and the
definition of the layer ` to layer `+ 1 transform, one can show:

X
(`+1) = �

⇣
eAX

(`)⇥(`)
⌘
,

where ⇥(`) is a d` ⇥ d`+1 matrix of learned parameters. This is the basic form of many
modern GCNs.
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